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At the University of North Carolina-Chapel Hill, we recently completed migrating the 19th-Century American Sheet Music Collection [Slide 2] –

a collection of approximately 3,500 popular vocal and instrumental titles from the 19th century – from MySQL, an open source database software, to CONTENTdm, a software package that enables libraries to manage and provide access to their digitized collections. 
To give you an understanding of the environment in which this migration and project decision-making have taken place, I'll begin with a brief history of the project, which involves some former MLA members some of you will probably remember! [thanks to Diane Steinhaus] In the 1940s or early 50s, 125 bound volumes of sheet music came to UNC's Wilson Library. In subsequent years there were a few additions to the collection, resulting in a total of 129 volumes.
In the Music Library's annual report of 1951-52, Helen Bahr reported that a student assistant had begun cataloging the collection, but that insufficient staffing had brought that effort to a temporary halt. Another phase of work on the collection occurred during the 1960s. The next mention of the project comes in the Music Library's annual report of 1994-95, when Ida Reed noted that Sarah McClesky had begun cataloging the collection online, with the intent of making it available through the Library gopher. In 1996 a Chancellor's Instructional Technology grant funded the start of what was at that time called the 19th-Century American Sheet Music Digitization Project, and several graduate students working with Sarah McCleskey launched into a major scanning and cataloging effort. The grant project ended in the fall of 1997, after which not much happened until 2004, when two School of Information & Library Science (SILS) students worked with Diane Steinhaus to revive the project. The collection was put into MySQL and provided with a custom-made website, scanning and cataloging continued at various paces and with a variety of staffing over the next few years, and in 2008, two SILS students working with the Library Systems Department's Web Team contributed heavily to the planned migration of this site to CONTENTdm. One student exported the data from MySQL into a format that CONTENTdm could read, and began a project wiki that we use to this day. The other student loaded a backlog of previously scanned images into CONTENTdm – many of less-than-ideal quality – and helped various research assistants in the Music Library with the process of rescanning images and getting them into CONTENTdm. The purpose of rescanning was to replace poor-quality with high-quality images. 
[If someone asks: the rescanned images are created and stored as TIFF images in our digital archive, and converted to JPEG2000 in CONTENTdm, which allows for features such as loading only part of an image when you zoom in on the image.] 

We now arrive at the point in time when I – a complete neophyte [Slide 3] at CONTENTdm – arrived on the scene in January 2009. When I got involved in this project, we were in the process of rescanning images of songs for which the metadata had already been created. Once a volume was rescanned, the images were uploaded into CONTENTdm with their metadata. At this point, of the 129 total volumes, 80 are completely done. 
As you may imagine, there was something of a lack of consistency in workflow, supervision, policies and procedures, and staffing over the many years this project has been in existence. Which also means there was a lack of consistency in the quality of the metadata. Over the years, project staff have included librarians, SILS students, and musicology students. Once in a while, we have struck gold and had staff with both cataloging and music experience. Such is the case right now with SILS student Elizabeth Cribbs, who graduates this May. Fortunately, we have a new SILS student with a music background whom Elizabeth is training this spring to be her successor. Staff with systems experience who have worked with us have been invaluable in terms of helping us learn how to scan, organize, and transfer files, and work in CONTENTdm, but they usually have not been involved in creating metadata. An exception to this rule is SILS student Adam Rogers, who worked on the project in 2008-09 and accomplished a great deal of metadata clean-up under my direction. 

This staffing scenario will likely continue through the life of this project. The uncertainty of our staffing is a driving force behind some of the decisions that have been made in this project. Another important factor is the amount of metadata of mixed quality that we inherited.

Two overarching areas required decision-making and implementation of those decisions before we could entertain the thought of going live with the CONTENTdm version of this collection – the behind-the-scenes, technical area, responsible for the guts, or content, of the collection; and the public interface area, responsible for offering an attractive and friendly product to our users. For the most part, I've been primarily responsible for decisions in the technical area, with Diane Steinhaus taking the lead in the public interface area, but at all times, Diane and I have consulted with each other, and we've received very helpful input from student assistants and systems librarians.
In the technical area, issues we addressed included: [Slide 4]

· which fields to retain, delete, or change in CONTENTdm 

· which Dublin Core fields our CONTENTdm fields would map to 
· which fields required controlled vocabularies

· which fields could reasonably be cleaned up, and which we would choose to live with, or, as one of my favorite systems colleagues has put it – decide which fields offered us an “acceptable level of embarrassment.”  

· how to create and maintain a data dictionary specific to this project 
[Slide 5]
Which fields to retain, delete, or change in CONTENTdm 

One of the first things we had to tackle was deciding which fields from the database we inherited to keep, delete, or change in some way. What you see in this slide are the first 20 of our 35 fields as they currently exist. This early step took quite a bit of communicating and meeting between myself, music library staff, and systems staff. 
A couple of examples of decisions we made about fields are: 
· Reduced number of Title fields from 5 to 3: 3 title fields = Lines 7-9 
Originally there were 5 title fields, called Full Title, Short Title, Caption Title, Inside Title, and Other Titles. We decided to have fields for the title proper (Title) and caption title, and throw any remaining titles into the Other Titles field.
· Made a clear distinction between Instrumentation and Topic: 
Lines 16-17
Originally there was an Instrumentation field and a Subject field, but a great majority of entries in Subject were in fact instrumentation or genre, and there was no vocabulary control at all. Examples include "Choir music" and "Choral music", "Piano parlor music" without a "u", "Piano parlour music" with a "u", "Solo song and guitar," "Solo voice and piano," and so on. 
Which Dublin Core fields our CONTENTdm fields would map to were easy decisions to make. [note DC map column] The reason for having to make these decisions at all is that we need to map our CONTENTdm collections to Unqualified Dublin Core in order to have our digital collections harvested by OAI-PMH (Open Archives Initiative Protocol for Metadata Harvesting). Dublin Core is the common metadata format employed by the Open Archives Initiative, allowing the sharing of digital collections created in varying metadata formats. Once mapped to Dublin Core, our data can be harvested by anyone who has adopted OAI-PMH. We hope to eventually make this collection accessible through the Sheet Music Consortium, which uses OAI-PMH.
Which fields required controlled vocabularies 
Once we decided what fields to use and how to treat them, we had to decide which fields needed controlled vocabularies, in order to create some measure of authority control and consistency in metadata quality. The newest version of CONTENTdm contains several thesauri, for example, the Art & Architecture Thesaurus, LC's Thesaurus for Graphic Materials I, and MeSH. It does not contain, nor can it be connected to, the LC Name Authority File or LC Subject Headings. Therefore, we had to enable controlled vocabularies for the fields for which we felt consistency was most important, and we had to come up with guidelines for creating entries for those fields. Such control is important not only for consistent search results, but also for public browse capability.
It probably goes without saying that names need to be controlled, so we enabled controlled vocabularies for our 4 name fields: Composer, Lyricist, Arranger, and Lithographer, Engraver, or Artist [lines 2-5]. Once we cleaned up the metadata in all the name fields, we combined the originally 4 separate name controlled vocabularies into one large shared vocabulary that contains all the names used in these 4 fields [note Yes-shared]. 
Other fields for which we enabled controlled vocabularies include:

· Publisher and Publisher Location [lines 11-12]: Without control of these entries, searching would be unpredictable and the browse view would be a mess, with publisher's names and geographical terms such as state abbreviations and names of foreign cities appearing in various forms.

· Topic [line 17]: As with names, it probably goes without saying that subject terms need to be controlled. When I discuss our data dictionary, you may find our guidelines for assigning topical terms interesting!
[Slide 6]

· Volume [line 29]: Consistency in this field is most important to those of us working behind the scenes. For instance, when we uploaded rescanned images with their metadata, we had to make sure that the volume part of the file names of the images matched exactly the volume numbering in the metadata, which in turn had to be consistent throughout the individual records for the pieces from each volume. In addition, a public use is served when someone wants to look at the contents of a full volume. We know of at least one musicology professor who likes to have his students do this.
DO NOT MENTION:

[Fields with constant data [lines 32-35]: Type (Sheet music); Repository (University of North Carolina at Chapel Hill. Music Library); Digital Collection (19th-Century American Sheet Music); and Host (University of North Carolina at Chapel Hill).]
Metadata clean-up 
To this point, I have only alluded to our efforts at cleaning up inconsistent metadata that we inherited. [Slide 7] When clean-up could be done with CONTENTdm's find-and-replace function, we were able to tackle large amounts of data. When clean-up could only be achieved one record at a time, we sometimes had to opt for the “acceptable level of embarrassment.”  
Our largest clean-up efforts took place in the following areas:
· Names: After guidelines were created for constructing names, the controlled vocabularies for, and metadata in, our 4 name fields were cleaned up. 
· Moving metadata from the Cover Design field to the Illustration field: 
Diane reviewed the contents of the original Cover Design field to determine what data should be kept. [If asked: for instance, we got rid of comments about calligraphy and ink color; we kept only descriptions of illustrations of scenes.] The data we wanted to keep was moved to the Illustration field – we were able to save this information because it was of a manageable amount, but the work had to be done one record at a time. The Cover Design field was deleted when the metadata transfer was completed. 

· Putting all edition statements in the Edition field, and deleting them from other fields in which they occurred: Edition statements appeared in a variety of fields – above all in the field originally called Full title, which had a tendency to contain everything printed on the title page. 
Note: Adam Rogers, the SILS student who worked with us in 2008-09, did all the clean-up I have mentioned so far, as well as other, smaller clean-up tasks. It was a huge job, and I don't know what we would have done without Adam during Spring 2009.
Yours truly took care of doing the following clean-up (primarily because we lost Adam in May 2009):

· Topic field: As mentioned earlier, this field was originally called Subject. We renamed the Subject field "Topic," hoping to make it clearer that this field is used only for songs about a specific topic. I removed all non-topical terms from the controlled vocabulary, left or corrected terms in the controlled vocabulary as appropriate, then cleaned up metadata as necessary. In addition to making sure that correct topical terms were used, this metadata clean-up required removing a lot of instrumentation and genre terms from the Topic field of records. Because of the magnitude of this problem, we were unable to move those terms into the Instrumentation field of their records, as we had moved information from Cover Design to Illustration. The information simply got deleted, so that the Topic field would be clean across the database. This is an excellent example of a less-than-ideal decision that sometimes has to be made when the amount of inconsistent inherited metadata is simply too large to fix. What you can fix is the general integrity of the database. Perhaps someday we'll have a chance to fill out the Instrumentation fields in the records we inherited. In the meantime, we are creating records that apply the Instrumentation and Topic fields correctly and consistently.

· Publisher, Publisher Location, and Publication Date fields: For the most part, previous CONTENTdm catalogers had put all publication information in the Publisher field. But not always, of course! I first cleaned up the controlled vocabularies for the Publisher and Publisher Location fields, then went to work cleaning up the metadata in all 3 publication fields so that the Publisher field contains only the primary publisher; the Publisher Location field contains only the primary location; and the Publication Date field contains only the date. This clean-up was especially important to us because we wanted to offer users the ability to browse by the publication fields. And now they can!
· Volume field: This was a smallish, but important bit of clean-up, because we need each volume to have one, and only one, name. One volume, for instance, was represented 3 different ways. And I discovered in the course of clean-up that someone in the past was pretty shaky in his or her knowledge of Roman numerals.

When we completed our major metadata clean-up tasks, we knew that every detail wasn't perfect and as we might have designed things from scratch, but we also knew that the database was in amazingly better shape than when we had begun. Sort of like doing the best you can with old furniture. [Slide 8]
Data dictionary 
The 19th-Century American Sheet Music Collection does not adhere to all the rules set out in UNC-Chapel Hill's data dictionary for CONTENTdm collections, for the reason that the project was begun long enough ago that bringing it completely in line with current practice is impossible, given the amount of metadata created under different guidelines. Because of this situation, we needed to create a data dictionary specific to the project. [Slide 9] In the beginning, as I created the dictionary, it was viewed by Diane and the students who were working on the project, so that different levels of experience and points of view were brought to bear on the document. The overriding principles we kept in mind were, and are, simplicity and consistency. Some decisions designed to emphasize simplicity were possible only because this collection is an exception and does not have to adhere to all the rules governing most of our CONTENTdm collections. While my longtime experience as a cataloger means that concepts from MARC and AACR2 cataloging informed some of my thinking, I really had to think outside that box in creating this data dictionary. For instance, I require transcription of information as often as possible, because it reduces decision-making on the part of the CONTENTdm cataloger. I'd like to mention here that Lois Schultz and Sarah Shaw's book Cataloging Sheet Music was quite helpful in forming definitions of some of the fields.
The fields in which the principle of simplicity is most obvious are:
· Names: We are concerned only with internal consistency, not with whether our headings conform to external practice. Because of the number of names we inherited, we simply cannot bring them all up-to-date. We can ensure consistency within the database, and that is what we have done by making sure one, and only one, form of each name exists in the metadata, putting that form in the controlled vocabulary, and adding new metadata and maintaining the controlled vocabulary according to our new and improved standards. 
· Topic: [Slide 10] The topic field is used only for vocal works that are clearly about a nameable topic. After much consideration we decided against using LCSH as the thesaurus for the Topic field, because of staffing and training challenges, meaning that I decided to avoid trying to train a frequently changing stream of student staff to apply LC subject headings in a consistent manner. So, our top choice for thesaurus is Wikipedia! Once a heading is chosen and used, it goes into the Topic controlled vocabulary, which is the first place the cataloger checks for a heading. We choose a topical term, put it in the controlled vocabulary, and stick with it. This approach is working very well for our purposes.
As an aside, in case some of you are at all skeptical about relying on Wikipedia as a vocabulary source, I'd like to point out that it has been used by LC itself in establishing headings, for example, Glitch music [Slide 11]. (I'd like to thank our music cataloger Jill Shires for bringing this to my attention.)
In the public interface area, we asked the following questions directly related to metadata issues: [Slide 12]

· What fields do we want our users to be able to browse?

· Which metadata fields do we want to hyperlink to other content?
[Slide 13]
Here is our opening screen, the result of a number of meetings between Diane, myself, and our web development librarian. You can see the fields for which we offer browsing capability. Effective browsability requires that metadata be applied consistently, so that the view to the public is consistent. [Slide 14] For example, when browsing by publisher location we want the names of countries and abbreviations for states to appear the same way all the time. In practice this means that browsable fields tend to have controlled vocabularies.
[Slide 15]
We also had to decide which fields would be hyperlinked to other content. The primary issue for us to consider in making this decision was that fields with a controlled vocabulary search as a phrase (e.g. composer, publisher, publisher location), whereas fields without a controlled vocabulary search by individual word (e.g. the title field would search only "old," "dog," or "tray"). For this reason we chose to remove links from title fields, first line of text and chorus, and most note fields; but we did keep the Instrumentation and Language fields linked, even though they have no controlled vocabulary and search by individual word. It's not a perfect world – for example, if I click on one of these terms in Instrumentation, say, Guitar, I'll get all pieces with Guitar in the Instrumentation field, as opposed to all pieces with all 3 terms in the field [Slide 16]. Nevertheless, we think it's useful to offer this option to the user. 
And by the way, for any of you eagle-eyed catalogers out there who note that the list of instruments in the first and third works on this slide have piano and guitar in different order – we don't care. CONTENTdm searches only by keyword, and the Instrumentation field's links search only by individual word, so the order of entries in this field is not important for access. This is another example of the principle of simplicity at work.
After going to all this work to improve the quality of our database, we obviously want the improved quality to be maintained over time, regardless of how many staffing changes may occur. How do we attempt to ensure quality control? [Slide 17]

· Creating a data dictionary is crucial to consistency in training our project catalogers.
· The use of controlled vocabularies where possible and useful helps ensure consistent application of headings.

· Each month, we run the Verification command on fields with controlled vocabularies. This compares a field's metadata in all records with the field's associated controlled vocabulary, and lets us know when there is a mismatch. A mismatch tells us one of two things: 1) an error was made in the metadata, or 2) metadata made it into a record without being added to the controlled vocabulary.

· We actively maintain, and consult, a project wiki on our library's intranet. [Slide 18] On this site there is information about scanning, file naming, uploading files, and editing metadata, as well as a link to the data dictionary, and a summary of the progress we are making on the project. Like the data dictionary, our wiki is crucial to training and helps ensure consistent practice. 
What might we learn from this story of an inherited digital project? Our lessons arise from the reality of our project, which included lots of inconsistent metadata, and frequently changing staff with varying backgrounds and levels of expertise. [Slide 19]
· Communicate! Don't be in a rush – take time to make sure different viewpoints and skill sets are represented in decision-making. And it's REALLY important to have a positive relationship with your systems folks!
· Document! Not only is documentation important for training staff; it's also a great help to the project manager, who may not work with the project on a regular enough basis to remember details from one immersion into the project to the next. This is certainly true for me.

· Keep It Simple, Sweetheart. Dealing successfully with a project like this requires focus on simplicity and consistency.
· Accept the things you cannot change, and change the things you can. 
In a situation like this, you cannot achieve perfection. You cannot make decisions in the same way you would if you were starting a project from scratch. Projects like these are nevertheless important, so you do the best you can to improve the worst of what you inherited, and to ensure quality from the present day forward.

[Slide 20]

Thank you.
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